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What is PAC-Bayes?

A statistical learning theory

A frequentist approach with a Bayesian twist (notions of prior and posterior).

A generic framework to (re)think generalisation of machine learning algorithms.

PAC-Bayes Theorems

High-confidence bounds on the generalization loss of a predictor/model obtained from its
performance on the training sample.

PAC-Bayes bounds gives numerical certificates!

PAC-Bayes Algorithms

Optimizing the PAC-Bayes bounds lead to self-certified learning algorithms.

Numerous existing learning algorithms can be cast as PAC-Bayes ones, ...

... and new algorithms can be conceived this way!
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Historical landmarks

Pre-history: PAC analysis of Bayesian estimators (Shawe-Taylor and Williamson 1997)

Birth: First PAC-Bayesian theorems (McAllester 1998, 1999)

Empirical bounds

PAC-Bayes kl bound (Langford and Seeger 2001)
Neural Networks (Langford and Caruana 2001)
SVM & Margins (Langford and Shawe-Taylor 2002)

Oracle bounds

PAC-Bayes tempered bound,
localized prior, link with
mutual information, . . .

(Catoni 2003, 2004, 2007)

Self-certified learning algorithms

“PAC-Bayesian learning of linear classifiers”
(Germain, Lacasse, Laviolette, and Marchand 2009)

“Computing Nonvacuous Generalization Bounds for Deep (Stochastic) Neural Networks...”
(Dziugaite and D. M. Roy 2017)

“Tighter Risk Certificates for Neural Networks”
(Pérez-Ortiz et al. 2021)
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Definitions

A learning example z := (x , y) ∈ Z is a description-label pair.

Data generating distribution

Each example is an observation from distribution D on Z.

Learning sample

S := { z1, z2, . . . , zn } ∼ Dn

Predictors (or hypothesis)

h(x) −→ y , h ∈ H.
Learning algorithm

A(S) −→ h

Loss function

ℓ : H×Z → R+

Empirical loss

L̂S(h)=
1

n

n∑
i=1

ℓ(h, zi )

Generalization loss

LD(h)= E
z∼D

ℓ(h, z)
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The Generalization Challenge

Goal: Minimize the generalization loss on D

LD(h) = E
z∼D

ℓ(h, z)

The learning algorithm see only the empirical loss on S :

L̂S(h) =
1

n

n∑
i=1

ℓ(h, zi )
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PAC (without Bayes) Learning (adapted from Benjamin Guedj)

PAC guarantees (Probably Approximately Correct)

With probability at least “ 1−δ ”, the loss of predictor h is less than “ ε ”

Pr
S∼Dn

(((
LD(h) ≤≤≤ ε(L̂S(h), n, δ, . . .)

)))
≥ 1−δ

Single hypothesis h (building block):

LD(h) ≤ L̂S(h) +
√

1
2n log

(
1
δ

)
.

Finite function class H (worst-case approach):

∀h ∈ H, LD(h) ≤ L̂S(h) +
√

1
2n log

(
|H|
δ

)
Uncountably infinite function class: VC dimension, Rademacher complexity...
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PAC-Bayesian Learning (adapted from Benjamin Guedj)

Classical PAC approaches are suited to analyze the performance of individual functions,
−→ Extension: PAC-Bayes allows to consider distributions over hypotheses.

It tastes Bayesian...

Given a prior distribution P on H and a posterior distribution Q on H..
Pr

S∼Dn

(((
E

h∼Q
LD(h) ≤≤≤ ε( E

h∼Q
L̂S(h), n, δ,P, . . .)

)))
≥ 1−δ

... but it’s not!

Data
• Bayes: the observations are generated by a model from a specified family
• PAC-Bayes: the observations come from an unknown data distribution (iid assumption)

Prior
• Bayes: the prior choice impacts inference
• PAC-Bayes: the prior choice impacts

the bound tightness

Posterior
• Bayes: the posterior is uniquely defined
• PAC-Bayes: the bounds hold for

any posterior distribution
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A Classical PAC-Bayesian Theorem

PAC-Bayesian theorem (adapted from McAllester 1999, 2003)

Given a data distribution D on Z, a prior P on hypothesis H, a loss ℓ : H×Z → [0, 1], and a
confidence δ ∈ (0, 1], we have

Pr
S∼Dn

(((
∀Q on H : E

h∼Q
LD(h) ≤≤≤ E

h∼Q̂
LS(h) +

√
1
2n

[
KL(Q∥P) + ln 2

√
n

δ

])))
≥ 1− δ ,

where KL(Q∥P) = E
h∼Q

ln Q(h)
P(h) is the Kullback-Leibler divergence.

Training bound

Gives generalization guarantees not based on testing sample.

Valid for all posterior Q on H
Inspiration for conceiving new learning algorithms as we can optimise for Q.
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One can predict with... (adapted from Benjamin Guedj)

The stochastic predictor: ←− the bounds directly apply.

GQ(x) = h(x) with h ∼ Q.

The “Aggregated” predictor (regression): ←− the bounds directly apply.

HQ(x) =

∫
H
Q(h)h(x)dh.

The majority vote predictor (classification): ←− the usual bounds do not directly apply.

BQ(x) = max
y∈Y

[∫
H
Q(h)I [h(x) = y ]dh

]
with h ∼ Q.

The “Maximum-A-Posteriori (MAP)” predictor: ←− the usual bounds rarely apply.

MAPQ(x) = h∗ with h∗ = argmax
h

(Q(h)).
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A General PAC-Bayesian Theorem

∆-function: discrepancy (“distance”) between E
h∼Q̂
LS(h) and E

h∼Q
LD(h)

Convex function ∆ : R+ × R+ → R.

General theorem (Bégin et al. 2014, 2016; Germain 2015)

For any distribution D on Z, for any set H of predictors, for any loss ℓ : H×Z → R+, for any

distribution P on H, for any δ∈(0, 1], and for any ∆-function, we have, with probability at least 1−δ
over the choice of S ∼ Dn,

∀Q on H : ∆
(

E
h∼Q̂
LS(h), E

h∼Q
LD(h)

)
≤ 1

n

[
KL(Q∥P) + ln

I∆(n)
δ

]
,

where I∆(n) = E
h∼P

E
S ′∼Dn

en·∆(L̂S′ (h),LD(h))
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General theorem

Pr
S∼Dn

(
∀Q on H : ∆

(
E

h∼Q̂
LS(h), E

h∼Q
LD(h)

)
≤≤≤ 1

n

[
KL(Q∥P) + ln

I∆(n)

δ

])
≥ 1−δ .

Interpretation.
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General theorem

Pr
S∼Dn

(
∀Q on H : ∆

(
E

h∼Q̂
LS(h), E

h∼Q
LD(h)

)
≤≤≤ 1

n

[
KL(Q∥P) + ln

I∆(n)
δ

])
≥ 1−δ .

Proof ideas.

Change of Measure Inequality (Donsker and Varadhan 1975; Csiszár 1975)

For any measurable function ϕ : H → R, we have

E
h∼Q

ϕ(h) ≤ KL(Q∥P) + ln

(
E

h∼P
eϕ(h)

)
.

Markov’s inequality

Pr
(
X ≤ EX

δ

)
≥≥≥ 1−δ ≡≡≡ X ≤≤≤ 1−δ

EX
δ .

See also the Exponential Stochastic Inequality ⊴δ

(proposed by Grünwald et al. 2023).
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General theorem

Pr
S∼Dn

(
∀Q on H : ∆

(
E

h∼Q̂
LS(h), E

h∼Q
LD(h)

)
≤≤≤ 1

n

[
KL(Q∥P) + ln

I∆(n)

δ

])
≥ 1−δ .

Proof.

n ·∆
(

E
h∼Q
L̂S(h), E

h∼Q
LD(h)

)
Jensen’s Inequality ≤ E

h∼Q
n ·∆

(
L̂S(h),LD(h)

)
Change of measure ≤ KL(Q∥P)+ ln E

h∼P
en∆
(
L̂S (h),LD (h)

)
Markov’s Inequality ≤≤≤ 1−δ KL(Q∥P)+ ln

1

δ
E

S′∼Dn
E

h∼P
en·∆(L̂S′ (h),LD (h))

Expectation swap = KL(Q∥P)+ ln
1

δ
E

h∼P
E

S′∼Dn
en·∆(L̂S′ (h),LD (h))

= KL(Q∥P)+ ln
1

δ
I∆(n) .
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The linear case ∆λ(q, p) :=
λ
n(p − q) (Alquier et al. 2016)

If the loss is bounded; ∀h, z : ℓ(h, z) ∈ [0, b] :

I∆(n) = E
h∼P

E
S ′∼Dn

eλ·(LD(h)−L̂S′ (h)) ≤≤≤
(Hoeffding)

E
h∼P

e
λ2b2

2n = e
λ2b2

2n

Pr
S∼Dn

(
∀Q on H : E

h∼Q
LD(h) ≤≤≤ E

h∼Q̂
LS(h) +

1

λ

[
KL(Q∥P) + λ2b2

2n
+ ln

1

δ

])
≥ 1−δ .

If the loss is sub-Gaussian; ∀h, λ : Ez e
λ(ℓ(h,z)−LD(h)) ≤ e

λ2σ2

2n :

I∆(n) = E
h∼P

E
S ′∼Dn

eλ·(LD(h)−L̂S′ (h)) ≤≤≤ E
h∼P

e
λ2σ2

2n = e
λ2σ2

2n

Pr
S∼Dn

(
∀Q on H : E

h∼Q
LD(h) ≤≤≤ E

h∼Q̂
LS(h) +

1

λ

[
KL(Q∥P) + λ2σ2

2n
+ ln

1

δ

])
≥ 1−δ .
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The linear case ∆λ(q, p) :=
λ
n(p − q)

Pr
S∼Dn

(
∀Q on H : E

h∼Q
LD(h) ≤≤≤ E

h∼Q̂
LS(h) +

1

λ

[
KL(Q∥P) + λ2σ2

2n
+ ln

1

δ

])
≥ 1−δ .

From an algorithm design perspective, linear “tempered bounds” promote the minimization of

E
h∼Q̂
LS(h) +

1

λ
KL(Q∥P) .

The optimal Gibbs posterior is given by (See Catoni 2007, Alquier et al. 2016,...)

Q∗(h) =
1

Z
P(h) e−λ L̂S (h) .

where Z is a normalizing constant.
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Tighter bounds for the [0, 1]-loss (Classical PAC-Bayes theorems)

Corollary

With a bounded loss ℓ(h, z) ∈ [0, 1]:

(a) kl
(

E
h∼Q̂
LS(h), E

h∼Q
LD(h)

)
≤≤≤ 1

n

[
KL(Q∥P) + ln 2

√
n
δ

]
, (Langford and Seeger 2001)

(b) E
h∼Q
LD(h) ≤≤≤ E

h∼Q̂
LS(h) +

√
1
2n

[
KL(Q∥P) + ln 2

√
n
δ

]
, (McAllester 1999, 2003)

(c) E
h∼Q
LD(h) ≤≤≤ 1

1−e−c

(
c · E

h∼Q̂
LS(h) + 1

n

[
KL(Q∥P) + ln 1

δ

])
, (Catoni 2007)

kl(q, p) = q ln q
p + (1− q) ln 1−q

1−p ≥ 2(q − p)2 ,

∆c(q, p) = − ln[1− (1− e−c) · p]− c · q ,
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PAC-Bayesian Learning of Linear Classifiers
(Germain, Lacasse, Laviolette, and Marchand 2009)

hw(x) = sgn(w · x), with w ∈ Rd .

PAC-Bayes analysis:

Space of all linear classifiers Hd = {hv|v ∈ Rd}
Gaussian posterior Qw = N (w, Id) over Hd

Gaussian prior Pw0 = N (w0, Id) over Hd

Expected prediction: gw(x) = E
v∼Qw

hv(x) = erf
(

w·x√
d∥x∥

)
2 0 2

1.0

0.5

0.0

0.5

1.0 erf(x)
tanh(x)
sgn(x)

Bound minimization, given a hyperparameter C > 0

C n L̂S(gw) +KL(Qw∥Pw0) = C 1
2

∑n
i=1 erf

(
−yi w·xi√

d∥xi∥

)
+ 1

2∥w −w0∥2 .

Final prediction: hw(x) = sgn
(
gw(x)

)
Pascal Germain PAC-Bayesian Learning: A tutorial 18 / 47



Tighter bounds (minimizing the “kl bound”)

kl
(

E
h∼Q̂
LS(h), E

h∼Q
LD(h)

)
≤≤≤ 1

n

[
KL(Q∥P) + ln 2

√
n
δ

]
.

From an algorithm design perspective, the “kl bound” promotes the minimization of

kl−1

(
E

h∼Q̂
LS(h),

1
n

[
KL(Q∥P) + ln 2

√
n

δ

])
:= sup

0≤p≤1

{
p : kl

(
E

h∼Q̂
LS(h), p

)
≤ 1

n

[
KL(Q∥P) + ln 2

√
n

δ

]}

The function kl−1 is differentiable (see Reeb et al. 2018)

pyTorch implementation (Viallard et al. 2021):
https://github.com/paulviallard/ECML21-PB-CBound/blob/master/core/kl_inv.py

Lemma (see Letarte, Germain, et al. 2019)

kl−1

(
E

h∼Q̂
LS(h),

1
n

[
KL(Q∥P) + ln 2

√
n

δ

])
= inf

c>0

{
1

1− e−c

(
c · E

h∼Q̂
LS(h) +

1
n

[
KL(Q∥P) + ln 2

√
n

δ

])}
Pascal Germain PAC-Bayesian Learning: A tutorial 19 / 47
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Empirical results

Table from Germain, Lacasse, Laviolette, and Marchand 2009
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Distribution over parameters

Given a model / predictor hθ, where θ are parameters.

Consider P and Q as distributions over the set of parameters Θ.

∀Q on Θ : kl
(

E
θ∼Q̂
LS(hθ), E

θ∼Q
LD(hθ)

)
≤≤≤ 1

n

[
KL(Q∥P) + ln 2

√
n
δ

]
.

Typical approach for (stochastics) neural networks
(Dziugaite and D. M. Roy 2017; Neyshabur et al. 2018; Nozawa et al. 2020; Pérez-Ortiz et al. 2021, among
many others.)

P = N (Wp, σpI) where Wp are the random/pre-learned weights initialization.

Q = N (W, σI), where W are the learned/fine-tuned neural network weights.

=⇒=⇒=⇒ Then, KL(Q∥P) = 1
2∥W −Wp∥2.

The empirical risk E
θ∼Q̂
LS(hθ) is estimated by Monte-Carlo sampling.
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Self-certified learning of neural networks (Pérez-Ortiz et al. 2021)

Build on the pioneer work of
Dziugaite and D. M. Roy 2017.

Tight guarantees!

risk ≤ 1.55% on MNIST (CNN)
with probability ≥ 95%.

Easy to train.

Source code (pyTorch):
https://github.com/mperezortiz/PBB

Pascal Germain PAC-Bayesian Learning: A tutorial 22 / 47

https://github.com/mperezortiz/PBB


Plan

1 Preamble
What is PAC-Bayes?
Historical Landmarks

2 PAC-Bayes Theory
The Generalization Challenge
From PAC Learning to PAC-Bayes
(slides made in collaboration with B. Guedj)

A General Theorem
Some PAC-Bayes bounds

3 PAC-Bayesian Learning Use Cases
Linear classifiers

Neural Networks
Domain Adaptation
Meta-Learning and PAC-Bayes
Hypernetworks
and even more (some of our recent
works)

4 PAC-Bayes Connections
Bayesian learning
Mutual Information

5 Conclusion
Why PAC-Bayes?
To go further...

Pascal Germain PAC-Bayesian Learning: A tutorial 22 / 47

https://bguedj.github.io/talks/


Binary Classification

Input space: x ∈ Rd

Labels: y ∈ {−1,+1}

Two different data distributions

Source domain: S
Target domain: T

A domain adaptation learning algorithm is provided with
a labeled source sample
S = {(xsi , y s

i )}mi=1 ∼ (S)m,
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adaptation
=⇒=⇒=⇒

an unlabeled target sample
T = {xti }m

′
i=1 ∼ (TX)

m′
.

−3 −2 −1 0 1 2 3

The goal is to build a classifier h with a low target risk:

LT (h) = Pr
T

(
h(xt) ̸= yt

)
= E

(x,y)∼T
I
[
h(x)̸=y

]
.

( I
[
·
]
is the indicator function )
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PAC-Bayes and Domain Adaptation (Germain, Habrard, et al. 2020)

Expected Risk Decomposition

E
h∼Q
LT (h) = 1

2

expected
disagreement︷ ︸︸ ︷
dTX(Q) +

expected
joint error︷ ︸︸ ︷
eT (Q) ,

where, considering h ∼ Q and h′ ∼ Q,

dTX(Q) = Pr
T

(
h(x) ̸= h′(x)

)
= E

x∼TX

E
(h,h′)∼Q2

I
[
h(x)̸=h′(x)

]
,

eT (Q) = Pr
T

(
h(x) ̸= y ∧ h′(x) ̸= y

)
= E

(x,y)∼T
E

(h,h′)∼Q2
I
[
h(x) ̸=y

]
I
[
h′(x) ̸=y

]
.

We can estimate dTX(Q) from a target sample,
but we cannot estimate eT (Q) (since it relies on target labels).
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Joint Error and Domain Divergence

Estimating target joint error eT
Let q > 0 :

eT (Q) ≤

domain
divergence︷ ︸︸ ︷
βq(T ∥S)×

source
joint error︷ ︸︸ ︷[
eS(Q)

]1− 1
q

+

difference
of supports︷ ︸︸ ︷
ηT \S ,

where

βq(T ∥S) =

[
E

(x,y)∼S

(
T (x,y)
S(x,y)︸ ︷︷ ︸

weight ratio

)q] 1
q

∈ [1,∞) ,

and
ηT \S = Pr

T

(
(x, y) /∈ support(S)

)
︸ ︷︷ ︸

target area
outside source support

× sup
h∈H
LTX\SX

(h)︸ ︷︷ ︸
worst risk
feasible

.

Pascal Germain PAC-Bayesian Learning: A tutorial 25 / 47



A Trade-Off for Domain Adaptation

Domain adaptation theorem

For all Q on H :

E
h∼Q
LT (h) ≤ 1

2

target
disagreement︷ ︸︸ ︷
dTX(Q) +

domain
divergence︷ ︸︸ ︷
βq(T ∥S)×

source
joint error︷ ︸︸ ︷[
eS(Q)

]1− 1
q

+

difference
of supports︷ ︸︸ ︷
ηT \S .

Breaks the adaptation trade-off into an atypical trade-off:

1. Unlabeled information dTX(Q) from the target domain;

2. Labeled information eS(Q) from the source domain, weighted by the source-target divergence
βq(T ∥S) (under the choice of parameter q);

3. Worst feasible target error ηT \S in regions where the source domain is uninformative;

⇒ Non-estimable but constant term, does not depend on Q;
⇒ Should be reasonably small when adaptation is achievable.
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Special Case

With q →∞
For all Q on H :

E
h∼Q
LT (h) ≤ 1

2

target
disagreement︷ ︸︸ ︷
dTX(Q) +

domain
divergence︷ ︸︸ ︷
β∞(T ∥S)

= sup
(x,y)

T (x,y)
S(x,y)

×

source
joint error︷ ︸︸ ︷[
eS(Q)

]
+

difference
of supports︷ ︸︸ ︷
ηT \S .

Linear trade-off between dTX(Q) and eS(Q):

⇒ In the covariate shift setting, β∞(T ∥S) = sup
x

T (x)
S(x) can be estimated from learning samples;

⇒ We consider β∞(T ∥S) as a parameter to tune.
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Generalization Bound

PAC-Bayesian Domain Adaptation Theorem

For any prior P over H, any δ∈(0, 1], any real numbers b > 1 and c > 1, with a probability at least
1−δ over the choices of S∼(S)m and T∼(TX)m

′
, we have

∀Q on H,

E
h∼Q
LT (h) ≤ c× 1

2

empirical
target disagreement︷ ︸︸ ︷

d̂T (Q)+ b×β∞(T ∥S)

empirical
source joint error︷ ︸︸ ︷

êS(Q)+ ηT \S +

complexity term︷ ︸︸ ︷
O
(
KL(Q∥P) + ln 1

δ

)
.
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Learning algorithm for Linear Classifiers

We consider the set H of all linear classifiers : hv(x) = sgn(v · x) .
Let Qw on H be a Gaussian distribution centered on w

Given T = {xi}m
′

i=1 and S = {(xj , yj)}mj=1, find w ∈ Rd that minimizes:

C × d̂T (Qw)

1
m′

∑
i Φdis

(
w·xti
∥xt

i
∥

)+ B × êS(Qw)

1
m

∑
j Φerr

(
y s
j

w·xsj
∥xs

j
∥

)+ KL(Qw∥P0)

1
2∥w∥

2

.

-3 -2 -1 1 2 3
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1

Φ(·)
Φerr(·)
Φdis(·)

Margin y s w·xs
∥xs∥ losses −3 −2 −1 0 1 2 3
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Toy Experiment

RBF kernel

B = 1

C = 1
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Empirical results on Amazon Dataset

Linear kernel
Hyper-parameter selection by reverse cross-validation

svm dasvm coda pbda DALC

books→DVDs 0 .179 0.193 0.181 0.183 0.178
books→electro 0.290 0 .226 0.232 0.263 0.212
books→kitchen 0.251 0.179 0.215 0.229 0 .194
DVDs→books 0.203 0.202 0.217 0 .197 0.186
DVDs→electro 0.269 0.186 0 .214 0.241 0.245
DVDs→kitchen 0.232 0.183 0 .181 0.186 0.175
electro→books 0.287 0.305 0.275 0.232 0 .240
electro→DVDs 0.267 0.214 0.239 0 .221 0.256
electro→kitchen 0 .129 0.149 0.134 0.141 0.123
kitchen→books 0.267 0.259 0 .247 0 .247 0.236
kitchen→DVDs 0.253 0.198 0.238 0.233 0 .225
kitchen→electro 0.149 0.157 0.153 0.129 0 .131

Average 0.231 0 .204 0.210 0.208 0.200
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Overview of our meta-learning framework

Benjamin Leblanc et al. (2025). “Generalization Bounds via Meta-Learned Model
Representations: PAC-Bayes and Sample Compression Hypernetworks”. In: ICML. PMLR
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Definitions

Meta-Learning dataset

SSS = {S1, S2, . . . ,Sm} such that Si ∼
(
Di

)ni .
Meta-Learning algorithm

AAA(SSS) −→ (ϕ, ψ)

Encoder

Eϕ(S) −→ µµµ

Decoder

Dψ(µµµ) −→ θ

(Downstream) Predictor

hθ(x) −→ y
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PAC-Bayes Hypernetworks

Training objective.Each dataset Si ∈ SSS is split into a support set Ŝi and a query set
T̂i =Si\Ŝi .

min
ψ,ϕ

{
1

m

m∑
i=1

E L̂T̂i
(hθi )

∣∣∣∣∣ θi=Dψ

(
µµµi+ϵϵϵ

)
; µµµi=Eϕ

(
Ŝi
)}
, with ϵϵϵ ∼ N (0, I).
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PAC-Bayes Hypernetworks

Bound computation. Given a new task sample S ′∼ (∆′)n
′
, let µµµ = Eϕ(S

′) and
θ′=Dψ(µµµ+ ϵϵϵ).

ELD′(hθ′) ≤ argsup
0≤p≤1

{
kl
(
E LS ′(hθ′), p

)
≤

1
2∥µµµ∥

2+ln2
√
n′

δ

n′

}
,
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Toy Experiments

θ = Dψ( [µ1, µ2]
T )
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MNIST pixel swap

Multiclass classification

Meta-train set: 10 tasks of 60 000 examples

Meta-test set: 20 tasks of 2000 examples

Image: Benjamin Leblanc & Claude

Algorithm
100 Pixels swap 200 Pixels swap 300 Pixels swap

Bound Test error Bound Test error Bound Test error
Pentina and Lampert (2014) 0.190 0.019 0.240 0.026 0.334 0.038
Amit and Meir (2018) 0.138 0.016 0.161 0.020 0.329 0.040
Guan and Lu (2022) 0.093 0.015 0.128 0.019 0.210 0.024
Zakerinia et al. (2024) 0.053 0.019 0.108 0.026 0.149 0.035
Our PAC-Bayes Hypernetwork 0.068 0.027 0.112 0.076 0.219 0.186
Opaque encoder 0.037 0.087 0.159
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MINIST and CIFAR100 Binary Pairs

Binary classification

Meta-train set: 56 tasks of 2000 examples for MNIST;
100 tasks of 1200 examples for CIFAR

Meta-test set: 34 tasks of 2000 examples for MNIST;
50 tasks of 200 examples for CIFAR

Algorithm
MNIST CIFAR100

Bound Test error Bound Test error
Pentina and Lampert (2014) 0.767 ± 0.001 0.369 ± 0.223 0.801 ± 0.001 0.490 ± 0.070
Amit and Meir (2018) 1372 ± 23.36 0.351 ± 0.212 950.9 ± 343.1 0.284 ± 0.120
Guan and Lu (2022) 0.754 ± 0.003 0.366 ± 0.221 0.802 ± 0.001 0.489 ± 0.073
Zakerinia et al. (2024) 0.684 ± 0.021 0.351 ± 0.212 0.953 ± 0.315 0.281 ± 0.125
Our PAC-Bayes Hypernetwork 0.597 ± 0.107 0.150 ± 0.114 0.974 ± 0.022 0.295 ± 0.103
Opaque encoder 0.497 ± 0.134 0.506 ± 0.101
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Some of our recent work

PAC-Bayesian learning of:

Majority votes (Viallard et al. 2021; Zantedeschi et al. 2021)

Aggregated binary-activated neural networks (Letarte, Germain, et al. 2019; Biggs and
Guedj 2021; Fortier-Dubois et al. 2023).

Kernels, via a posterior distribution over random Fourier features (Letarte, Morvant, et al.
2019), and extension to contrastive learning (Letarte 2023, chapter 3).

Generative Models: Wassertein GANs (Mbacke et al. 2023a) and VAEs (Mbacke et al.
2023b).

Fair predictors (Bastian et al. 2026)
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Bayesian Learning (Zhang 2006, Grünwald 2012, Germain, Bach, et al. 2016, Masegosa et al. 2020)

Negative log-likelihood loss function

ℓnll
(
hθ, (x , y)

)
= ln 1

p(y |x ,θ)

Bayesian Rule

For each θ ∈ Θ:
p(θ|X ,Y ) =

p(θ) p(Y |X , θ)
p(Y |X )

with
X = {x1, . . . , xn}
Y = {y1, . . . , yn}

p(θ|X ,Y ) is the posterior given X ,Y (similar Q over H)

p(θ) is the prior (similar to P over H)

p(Y |X , θ) is the likelihood of the parameter θ given X ,Y

p(Y |X ) =
∫
Θ
p(θ) p(Y |X , θ)dθ is the marginal likelihood of the model at hand.

Then,
L̂ ℓnll

S (hθ) =
1

n

n∑
i=1

ℓnll
(
hθ, (xi , yi )

)
= −1

n
ln p(Y |X , θ)
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Rediscovering the Marginal Likelihood

With the negative log-likelihood loss, the Bayesian and PAC-Bayesian posteriors align:

p(θ|X ,Y ) =
p(θ) p(Y |X , θ)

p(Y |X )
=

P(θ) e−n L̂ ℓnll
S (θ)

ZS
= Q∗(θ) .

The normalization constant ZS corresponds to the marginal likelihood

ZS = p(Y |X ) =

∫
Θ
P(θ) e−n L̂ ℓnll

S (θ)dθ .

Putting back the posterior inside the PAC-Bayesian linear bound, we obtain:

n E
θ∼Q∗

L̂ ℓnll
S (θ) +KL(Q∗∥P)

= n

∫
Θ

P(θ) e−n L̂ ℓnll
S

(θ)

ZS
L̂ ℓnll

S (θ) dθ +

∫
Θ

P(θ) e−n L̂ ℓnll
S

(θ)

ZS
ln

[
P(θ) e−n L̂ ℓnll

S
(θ)

P(θ)ZS

]
dθ

=

∫
Θ

P(θ) e−n L̂ ℓnll
S

(θ)

ZS

[
ln

1

ZS

]
dθ =

ZS

ZS
ln

1

ZS
= − lnZS .
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From the Marginal Likelihood to PAC-Bayesian Bounds

Corollary (Germain, Bach, Lacoste, Lacoste-Julien 2016)

Given a data distribution D, a parameter set Θ, a prior distribution P over Θ, a δ ∈ (0, 1], if ℓnll lies in
[a, b], we have, with probability at least 1− δ over the choice of S ∼ Dn,

(c) E
θ∼Q∗

Lℓnll

D (θ) ≤ a+ b−a
1−ea−b

[
1− ea n

√
ZS δ

]
,

(d) E
θ∼Q∗

Lℓnll

D (θ) ≤ 1
2 (b − a)2 − 1

n ln
(
ZS δ

)
.

Take home message!

The marginal likelihood minimizes (some) PAC-Bayesian Bounds
(under the negative log-likelihood loss function)
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Mutual Information

Consider a learning algorithm that returns a distribution Q(S) on H given S∼Dn.

Let θ ∼ Q(S). Xu and Ragingsky (2017) showed that for sub-Gaussian losses:

E
S∼D

∣∣∣∣ E
h∼Q(S)

LD(h) − E
h∼Q(S )̂

LS(h)
∣∣∣∣ ≤

√
2σI (θ,S)

n
,

where I (θ,S) is the mutual information between the parameters and the train data.

This is equivalent to a PAC-Bayesian bound in expectation (e.g., Alquier 2021):

I (θ,S) = E
S∼D

KL
(
Q(S)

∥∥∥P∗
D

)
for the data-dependent prior P∗

D := E
S∼D

Q(S)

≤ E
S∼D

KL
(
Q(S)

∥∥∥P ) for any prior P.

Negrea et al. (2019) showed that Stochastic Gradient Langevin Dynamics (SGLD)
minimizes a PAC-Bayes bound with a data-dependent prior P∗

D .

For (much) more, see Hellström et al. (2025).
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Why PAC-Bayes?

PAC-Bayes is modular:

Choose your own predictor/model, loss, data assumptions, etc.

PAC-Bayes is inclusive:

Reconciliates Frequentists and Bayesians
Welcomes both modeling cultures: data modeling and algorithmic modeling (Breiman 2001)
Bridges machine learning and information theory
Offers a playground for those developing equations and those running experiments.
Adapts to many existing learning approaches, from boosting to deep neural networks

Plus:

The proofs are (relatively) simple
The bounds can be tight (numerically non-vacuous)
Deriving self-certified learning algorithms is a noble and fun journey!
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Recorded Video Tutorials

Laviolette 2017: Tutorial on PAC-Bayesian Theory. https://youtu.be/GnRX9Pvw6Xw

Part of the NeurIPS workshop “(Almost) 50 Shades of Bayesian Learning: PAC-Bayesian trends
and insights”. https://bguedj.github.io/nips2017/

Shawe-Taylor & Rivasplata 2018: Statistical Learning Theory - a Hitchhiker’s Guide,
https://youtu.be/m8PLzDmW-TY (NeurIPS tutorial)

Guedj & Shawe-Taylor 2019: A Primer on PAC-Bayesian Learning.
https://bguedj.github.io/icml2019/ (ICML tutorial)
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Monographs

Langford 2005: Tutorial on Practical Prediction Theory for Classification.
http://www.jmlr.org/papers/v6/langford05a.html

Catoni 2007: Pac-Bayesian Supervised Classification: The Thermodynamics of Statistical
Learning. https://arxiv.org/abs/0712.0248

McAllester 2013: A PAC-Bayesian Tutorial with A Dropout Bound.
https://arxiv.org/abs/1307.2118

Van Erven 2014: PAC-Bayes Mini-tutorial: A Continuous Union Bound.
https://arxiv.org/abs/1405.1580

Germain, Lacasse, Laviolette, Marchand, and J.-F. Roy 2015: Risk Bounds for the Majority Vote:
From a PAC-Bayesian Analysis to a Learning Algorithm
http://jmlr.org/papers/v16/germain15a.html

Vignault, Durand and Germain: 2023: Erratum: Risk Bounds for the Majority Vote: From a
PAC-Bayesian Analysis to a Learning Algorithm
https://jmlr.org/papers/v24/22-0747.html
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Monographs

Guedj 2019: A Primer on PAC-Bayesian Learning.
https://arxiv.org/abs/1901.05353

Alquier 2021: User-friendly introduction to PAC-Bayes bounds.
https://arxiv.org/abs/2110.11216

Letarte 2023: PAC-Bayesian representation learning (PhD thesis).
http://hdl.handle.net/20.500.11794/120163

Hellström, Durisi, Guedj and Raginsky 2025: Generalization Bounds: Perspectives from
Information Theory and PAC-Bayes.
https://arxiv.org/abs/2309.04381
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